
A Survey of Abusive Language Detection on Online
Platforms: Policy Analysis and Neural Network

Solutions
Ahmadjamy Kohistani

Department of Computer Science
and Engineering

South Asian University
New Delhi, India

Ahmadjamykohistani@gmail.com

Shachi Sharma
Department of Computer Science

and Engineering
South Asian University

New Delhi, India
shachi@sau.int

Muhammad Abulaish
Department of Computer Science

and Engineering
South Asian University

New Delhi, India
abulaish@sau.ac.in

Abstract—The internet connects billions of users through
online social media platforms. While enabling global communi-
cation and commerce, these platforms face increasing challenges
from abusive content, which poses serious risks to user well-being
and the integrity of online interactions. Detecting such abuse is
complicated by its subjective nature and the inconsistent content
moderation policies across platforms. This paper presents a
comprehensive comparative analysis of moderation policies from
four major platforms, Facebook, Google, X (formerly Twitter)
and Amazon. Thereafter, it proposes a generic framework for
a policy-aware automatic abusive language detection system. A
prototype implementation using BERT and neural networks is
developed, and its performance is evaluated on a sample dataset
to assess the feasibility of such a system. The paper also reviews
key challenges in designing policy-aware, generalizable abusive
language detection methods. This work aims to support future
research by offering insights into developing more effective, fair,
and context-sensitive detection models that align with platform-
specific policies.

Index Terms—Social Network Analysis, Abusive Language
Detection, Hate Speech, Offensive Language, Neural Network.

I. INTRODUCTION

Nowadays online platforms serve as the primary medium
for global communication, content creation, information dis-
semination, and social engagement [1], [2]. This is evident
from the continuous growth in the number of users on social
networks. According to Strata1, more than 5 billion people
have been using social media world-wide in 2024 and this
number is expected to exceed 6 billion by year 2028. These
users generate vast volumes of data in the form of posts,
tweets, comments, messages, replies etc. As user-generated
content continues to grow, ensuring respectful and constructive
interactions has become increasingly critical. Recent studies
show that the use of abusive and inappropriate language as
well as expressions are increasingly becoming common [3].
Therefore, a considerable research effort has been devoted to
moderating online content and identifying abusive language to

1https://www.statista.com/topics/1164/social-networks/

safeguard users and uphold the integrity of these platforms [4].
Effectively detecting and removing harmful content not only
enhances the user experience but also contributes significantly
to user retention and the sustained growth of social networks.

In the context of online social media platforms, abusive lan-
guage refers to user-generated text that is harmful, offensive,
or disruptive to others and violates community guidelines or
widely accepted standards of respectful communication. It can
take various forms, including offensive speech, cyberbullying,
hate speech, aggression, rumors, and toxic comments [4]–
[7]. Often, such content carries mixed sentiments or sub-
tle intentions, making it difficult to detect through simple
keyword-based methods. Therefore, automated and intelligent
solutions are essential for identifying abusive content, as
manual moderation is both time-consuming and inconsistent
due to the vast volume and evolving nature of language.
Consequently, online platforms increasingly rely on automated
systems to detect abusive language effectively and at scale.
In this regard, techniques ranging from traditional Machine
Learning (ML) to advanced Deep Learning (DL) methods
particularly those incorporating Natural Language Processing
(NLP) models such as Bidirectional Encoder Representations
from Transformers (BERT) have been successfully employed
[8]. While several research efforts have focused on abusive
language detection, many remain limited in scope, addressing
specific types of abuse or targeting particular platforms. There
is still a lack of a generalized, adaptable framework that
can operate across platforms with similar content moderation
policies. This gap poses a significant challenge in developing
robust moderation systems.

Designing an effective detection framework requires the
careful selection of appropriate tools, high-quality training
datasets, and context-aware algorithms capable of recognizing
nuanced and implicit forms of abusive language. The objective
of this paper is to facilitate researchers by providing an
in-depth overview of moderation policies adopted by major
online platforms with respect to abusive language, reviewing



TABLE I: Timeline of Abusive Language Detection Techniques

Period Dominant Methods Milestones
Before 2015 Lexicons, Feature Engineering + Machine Learning TF-IDF and SVM for hate speech classification
2016–2018 Deep Learning (CNN, LSTM, GRU) Introduction of attention mechanisms; Shared tasks like SemEval

(HatEval, HASOC); hybrid DL
2018–2020 Pretrained Transformers (BERT) BERT fine-tuning; HurtBERT, OffensEval models improve context sensitivity
2019–2021 Specialized Transformers HateBERT retrained on Reddit; community embeddings improve domain

generalization; focus on thread-level context.
2022–2023 Multilingual Transformers, Fairness-aware Models ArabicBERT, BanglaHateBERT; studies on racial bias and dialect fairness;

datasets expanded across languages.
2023 onwards Implicit Abuse Detection, Adversarial Robustness Focus on obfuscated and euphemistic abuse; detection of subtle language

cues; cross-platform policy alignment emerges.

existing detection approaches, including those based on neural
networks such as BERT and its derivatives, and proposing a
generalized solution for automatic abusive language detection.
In summary, the key contributions of this paper can be outlined
as follows:

• A comparative analysis of major content moderation
policies.

• A new architecture for integrating policy constraints with
machine learning.

• A prototype experiment validating feasibility of the pro-
posed architecture.

The rest of the paper is organized as follows. Section II pro-
vides a discussion on the related work. An overview of policies
of online platforms and automatic abusive language detection
is outlined in section III. The policy-aware abusive language
detection framework along with policy analysis methodology
is presented in section IV. The results of empirical validation
of this framework are presented in section V. The challenges
in designing effective automatic abusive language detection
methods are discussed in section VI and those of policy-aware
abusive language detection are contained in section VII. The
last section contains concluding remarks.

II. RELATED WORK

A. History and Progress

Abusive language detection has received increasing atten-
tion in recent years, particularly in the NLP and computational
linguistics communities. However, the area has a history of
more than a decade. Starting with manual lexicons and rule-
based systems, the research proceeded towards using TF-IDF,
bag-of-words, character n-grams, part-of-speech tags, and sen-
timent lexicons as features for machine learning classifiers
like SVM, Naı̈ve Bayes, and Logistic Regression. A notable
work worth mentioning is by Waseem and Hovy who applied
these features to detect racism and sexism on Twitter [9].
Besides, multilingual datasets, such as Arabic and code-mixed
English–Hindi, were introduced to demonstrate that capability
of lexicon-based ML beyond English [10], [11]. Later, the DL
methods like Convolutional Neural Networks (CNNs), Long
Short-Term Memory (LSTMs), and Gated Recurrent Units
(GRUs) increasingly replaced feature engineering by learning
c text representations directly. The CNNs improved precision
by capturing local patterns of abuse (e.g., insult styles) ef-
ficiently, while LSTMs and GRUs offered better recall by

modeling longer contextual dependencies in text sequences.
Hybrid models, combining CNN with BiLSTM/BiGRU, ex-
celled on short text like tweets and YouTube comments, often
outperforming single-architecture models [12].

With the invent of BERT (Devlin et al., 2018) and similar
transformers, the research on abusive language detection was
also undergone significant change. Fine-tuned BERT on tasks
like SemEval OffensEval and OLID consistently surpassed
earlier DL and ML baselines [13]. Specialized models such
as HurtBERT combined lexical features with BERT, cap-
turing nuanced signals for domain-general and cross-domain
detection [14], HateBERT retrained on Reddit communities
banned for harassment, outperformed base BERT on several
English abuse-detection benchmarks and showed better cross-
dataset portability [15]. Many performance studies established
the BERT’s ability to handle obfuscated or encoded insults
and toxic language effectively [16]. A comprehensive survey
spanning on 29 research papers related to transformer-based
architectures (with variants like RoBERTa, ELECTRA, Ara-
bicBERT, and mBERT/XLM-R) from 2020-24 established the
effective of BERT in abusive language detection in multiple
languages including Arabic, Spanish, Hindi, and Russian [17].
A chronological development in the area of abusive language
detection is provided in Table I.

B. Key Literature

Numerous studies have addressed the challenges of iden-
tifying various forms of harmful content on social-media
platforms. A core issue across these works is the difficulty
in defining and categorizing abusive language consistently
due to differences in platform-specific moderation policies
and socio-cultural contexts. The popular supervised learning
approaches attempt to classify abusive content using binary
(abusive versus non-abusive) or ternary (offensive, abusive,
or neutral) classification models. However, these methods
are often designed within the constraints of specific policy
frameworks, which vary across platforms. As a result, the
same content may be labeled differently depending on the
platform’s moderation rules and community guidelines. This
inconsistency presents a significant challenge in developing
cross-platform or generalized abusive language detection sys-
tems.

Ross et al. [18] explored hate speech in the context of
the European refugee crisis by building a German-language



TABLE II: Comparison of Abusive Language and Related Policy Clauses Across Four Major Online Platforms (Facebook, X,
Google and Amazon)

Policy category Facebook X (formerly Twitter) Google Amazon
Violence Mentioned Mentioned Mentioned Partially Mentioned
Protecting the crimes Mentioned Mentioned Mentioned Broadly mentioned under illegal
Illegal goods Mentioned Mentioned Mentioned Broadly mentioned under illegal
Dangerous people Mentioned Mentioned Maps, Gmail, Meet Broadly mentioned under illegal
Self-harm Mentioned Mentioned Mentioned Broadly mentioned under illegal
Sexual Abuse Mentioned Mentioned Not Mentioned Not mentioned
Animal abuse Mentioned Mentioned (sensitive media policy) Earth, Drive, Meet Broadly mentioned under illegal
Graphic content Mentioned Mentioned Mentioned Mentioned
Hate speech Mentioned Mentioned (Hateful Conduct) Mentioned Partially Mentioned
Pornography Mentioned Mentioned Maps, Gmail, Meet Under absence
Child abuse Mentioned Mentioned Broadly mentioned Not Mentioned

corpus. Waseem [19] used a dataset collected via CrowdFlower
and analyzed annotations by amateur labelers to study gen-
dered and racial abuse on X (also called Twitter) platform. Van
Hee et al. [20] attempted to classify cyberbullying in social
media, while Wang [21] focused on the detection of racist
tweets. Nobata et al. [22] developed a binary classification sys-
tem to detect abusive language in Yahoo! comments. Hosseini
et al. [23] demonstrated how minor textual modifications could
bypass toxic content detectors, highlighting the vulnerabilities
of existing systems. Papegnies et al. [24] investigated insulter
message detection and the role of conversational network
modeling in improving context understanding. In a recent
work, Khan et al. have shown that the Bi-LSTM with attention
model, utilizing custom Word2Vec embedding provides better
performance in Urdu text [25]. Vidgen et al. [26] provided a
comprehensive overview of the challenges in abusive content
detection, including limitations in current datasets, such as
systematic biases against particular groups or forms of abuse.
Waqas et al. [27] conducted a scientometric analysis of In-
ternet hate speech research to map its development over time.
Chetty et al. [28] examined the spread of hostile, inflammatory,
and extremist content through digital platforms and online
social networks. Fortuna and Nunes [29] conducted an ex-
tensive literature review covering the evolution of hate speech
detection methods, dataset availability, and ethical concerns.
Bensalem et al. have provided a survey of Arbic language
datasets for identification of toxic content [30]. On similar
footings, a dataset for Persian language has been developed
recently for offensive content identification [31]. LSTM based
deep sequential model has also been proposed in context of
Urdu language [32].

Despite the valuable insights offered by aforementioned
studies, most approaches are tailored to specific use cases
or datasets and fail to provide a scalable, cross-platform
solution. The lack of standardized definitions and labeling
practices across platforms further complicates the develop-
ment of generalizable models. Further, the abusive language
detection models and policy frameworks are treated separately.
Therefore, there is a clear need for a unified framework that
incorporates both policy analysis and robust deep learning
techniques to detect abusive language in a consistent and
adaptable manner.

III. POLICIES OF ONLINE PLATFORMS AND AUTOMATIC
DETECTION OF ABUSIVE LANGUAGE

Each online social media platform defines and categorizes
abusive content differently, reflecting its unique community
guidelines, values and operational focus. In this section, we
examine the popular platforms Facebook, X, Google and Ama-
zon in terms of their respective definitions of abusive content
and the policies they have in place to prevent it. The terms
of service and privacy policies of online platforms outline the
rules and guidelines that users must follow when accessing
the services provided. These policies function as a contractual
agreement between the platform and its users, establishing
a framework to ensure user safety, content integrity, and
legal compliance. Violations of these policies may result in
consequences such as content removal, account suspension,
or even legal action, depending on the severity of the offense
[33], [34].

The comparison of content moderation policies across Face-
book, X, Google, and Amazon is presented in Table II.
Eleven categories of abusive language—namely hate speech,
sexual harassment, graphic violence, glorification of crime,
child abuse, and animal cruelty, among others—have been
identified. The presence and treatment of these categories are
examined in each platform’s policies. Google policies (cover-
ing services like Gmail, Maps, and Meet) explicitly prohibit
hate speech, glorification of crime, self-harm, illegal goods,
and child abuse. However, certain categories, such as sexual
harassment, may not be uniformly recognized or enforced
across all Google services. Similarly, while Facebook and
Instagram (both owned by Meta) share overlapping community
standards, their interpretations of abusive behavior are not
entirely identical. Further, Facebook emphasizes “harmful con-
tent” with a particular focus on real-world violence and often
ties enforcement actions to geopolitical contexts. In contrast,
X adopts a broader “hateful conduct” policy that incorporates
greater flexibility by allowing exceptions in contexts such as
satire or newsworthy speech [22], [26], [34].

As shown in Table II, each platform defines and addresses
abusive language in its own way, complicating the develop-
ment of universal automated detection systems. Given the
immense volume of user-generated content, manual moder-
ation is inadequate. As a result, platforms increasingly rely on



Fig. 1: Policy-aware automated abusive language detection
framework.

automated tools powered by machine learning algorithms to
detect abusive language. However, the absence of standardized
definitions across platforms necessitates that these tools be
highly adaptable, context-sensitive, and capable of aligning
with the unique moderation frameworks of each platform.

In the next section, an integrated framework combining
policies of social platform with machine learning is proposed.
This framework can be applied to any platform generically.

IV. POLICY-AWARE ABUSIVE LANGUAGE DETECTION
FRAMEWORK

The conceptual view of policy-aware abusive language
detection framework is proposed in Fig. 1. The process
starts with the User Content Input, which includes text,
images or audio submitted on the social-media platform.
The Reprocessing module then prepares raw data from the
input through normalization and feature extraction tailored for
multi-modal inputs. Next, the Policy Filter applies platform-
specific rules and guidelines, ensuring that detection aligns
with standards of the underlying online platform. Thereafter,
the Multimodal Classifier analyzes the processed content to
identify abusive behavior by leveraging advanced machine
learning models and Decision Engine interprets classifier out-
puts to determine whether content should be flagged, blocked
or allowed. Finally, flagged content proceeds to Moderation &
Appeals, combining automated and human review, to handle

Fig. 2: Flowchart of policy analysis process.

disputes and maintain fairness. The critical last step Feedback
Loop enables continuous model and policy updates based on
moderation outcomes and user input, fostering adaptability to
evolving abusive behaviors and platform standards.

An important step in the proposed framework is to design
a mechanism to represent the policy of a platform which is
outlined in the following subsection.

A. Policy Analysis

To systematically analyze abusive language policies of
online platforms, a structured approach is usually adopted as
shown in Fig. 2.The process starts with policy data collection.
First, the official policy documents are gathered from various
sources like platforms and communities. Next in policy catego-
rization and comparison step, the part in the policy documents
related to the abusive language are extracted manually and
stored in a repository. These policy elements are categorized
along key dimensions like definitions of abusive language,
types of prohibited content (hate speech, harassment, threats),
enforcement mechanisms (warnings, suspensions, removals)
and options for appeals and user redressal. Discrepancies (if
any) are removed [19]. Such coded policies are then com-
pared to identify overlapping definitions, divergent enforce-
ment strategies and notable gaps across platforms [20]. In the
last step of validation, the coded data and findings are cross-
verified with secondary sources including academic literature
on content moderation frameworks and recent industry reports
[18], [21]. This three step provide a structured evaluation of
how different platforms conceptualize, regulate and enforce
policies related to abusive language.



Fig. 3: Performance of abusive language detection system
prototype on the HateEval dataset.

V. EXPERIMENTAL VALIDATION

In this section, we present the details of a prototype of
policy-aware abusive language detection system following the
steps of Fig. 1. The prototype is validated on a publicly
available dataset. The prototype architecture consists of the
following:

• Data Input: Social media posts were collected from X
using publicly available datasets (HateEval 2019) 2.

• Preprocessing: Includes text normalization, tokenization
and translation of emojis into text descriptors to capture
emotional and contextual nuances.

• Abuse Detection Module: Devlin et al. [35] proposed
fine-tuned BERT-based and trained to detect offensive
language in social media posts and the same was utilized.

• Policy Filtering Layer The classifier’s output was fil-
tered according to unified policy categories derived from
our comparative analysis of platform content moderation
guidelines.

• Output: Posts flagged as abusive are categorized and
logged for further review.

The 80% of the data was used for training and remaining
20% for testing. The performance was evaluated by computing
Accuracy, Precision, Recall, and F1-Score. The results are
contained in Fig. 3.

The prototype system demonstrates strong performance,
achieving an overall accuracy of 0.87, indicating effective
classification of tweets as abusive or non-abusive. A precision
of 0.85 suggests that the majority of flagged posts are gen-
uinely abusive, thereby minimizing false positives. The recall
of 0.83 reflects the model’s capability to detect a substantial
portion of abusive content, though some instances may remain
undetected. The balanced F1-score of 0.84 highlights an effec-
tive trade-off between precision and recall, underscoring the
model’s robustness. These results validate the effectiveness of
integrating a BERT-based classifier with a policy-aware filter-
ing layer. Furthermore, the system’s performance is consistent
with recent benchmarks reported in the literature, reinforcing

2http://bit.ly/3TReG5T

its suitability for real-world deployment. Continued refine-
ment—through expanded datasets, inclusion of multimodal
inputs, and dynamic policy updates—could further enhance
detection accuracy and contextual understanding.

VI. CHALLENGES IN AUTOMATIC DETECTION OF
ABUSIVE LANGUAGE

While numerous Natural Language Processing (NLP) tech-
niques have been applied to abusive content detection, much
of the existing research tends to address isolated facets of
the problem. A significant gap remains between academic
advancements and the complex, real-world challenges faced
by online platforms. Bridging this gap requires holistic ap-
proaches that not only detect abusive language but also in-
corporate contextual, cultural, and linguistic nuances. In a
comprehensive review, Vidgen et al. [36] analyzed existing
datasets and detection methods, highlighting several key sub-
problems that collectively define the broader task of automated
abusive language detection. These sub-problems are discussed
in detail in the following subsections.

A. Identification of Abusive Language and Hate Speech

Hate speech detection remains one of the most critical
and persistent challenges in the field of abusive language
analysis. Davidson et al. [?] manually annotated a dataset of
24,000 tweets, categorizing them into hate speech, offensive
language, and neutral content. Building on this, Basile et al.
[37] introduced HateEval, a multilingual benchmark designed
to support hate speech detection across different languages and
cultural contexts. Facebook contributed to this research area by
releasing a meme dataset containing 10,000 labeled samples
for classifying images as hateful or non-hateful [38]. Founta et
al. [39], [40] compiled a large-scale Twitter dataset comprising
over 100,000 tweets, which were classified into categories
such as hate speech, abusive content, and spam. Wiegand et
al. [41] proposed a hierarchical modeling approach, breaking
down hate speech detection into more granular subcategories
to improve classification accuracy. Similarly, Glavaš et al.
[42] investigated hate speech and aggression across domains
using cross-lingual embeddings, enabling better generalization
across languages. Ranasinghe et al. [43] applied multilingual
deep learning models to enhance performance in cross-lingual
scenarios, while Founta et al. [40] employed neural network
architectures to develop robust classification systems. Waseem
et al. [44] further contributed by distinguishing between
individual-targeted and group-targeted abusive language—an
important step toward improving contextual understanding in
automated systems.

B. Aggression and Offensive Language Detection

The detection of offensive and aggressive language has
been extensively explored across a variety of languages and
online platforms. Several benchmark competitions, including
TRAC [45], OffensEval [46], GermEval [41] and HASOC
[47], have contributed significantly to this area by releasing
multilingual datasets in languages such as English, Hindi,



Bengali, Arabic, German, Danish, Greek, and Turkish. Among
the various classification methods employed, deep learning ap-
proaches, particularly Convolutional Neural Networks (CNNs)
and Recurrent Neural Networks (RNNs), have consistently
demonstrated superior performance in identifying offensive
content across these diverse datasets.

C. Poisonous Comment Detection
The detection of toxic or harmful comments has received

increasing attention in response to the growing prevalence
of hostile interactions on social media platforms. The issue
gained widespread recognition following a Kaggle competition
based on the Jigsaw dataset. In this context, Juuti et al. [48]
introduced a detection approach that integrates transformer-
based architectures with data augmentation techniques to im-
prove classification performance. A key challenge addressed
in their work is the identification of subtle forms of toxicity
that are often embedded within otherwise neutral language, an
area where traditional classifiers frequently struggle.

D. Identification of Malicious Accounts
The detection of malicious accounts consisting of bots,

fake profiles, spammers and phishing entities is a critical
component in maintaining the integrity of online platforms.
These accounts are frequently exploited to disseminate abusive
content, manipulate public discourse or engage in fraudulent
behavior. Studies such as [49], [50] have investigated detection
strategies based on behavioral patterns, network topology
and account-level metadata. The convergence of malicious
account detection and abusive language analysis underscores
the importance of developing integrated frameworks that si-
multaneously evaluate both content and user-level signals for
more comprehensive moderation.

To tackle the aforementioned challenges, neural network-
based classification techniques have been widely adopted.
Traditional models such as Support Vector Machines (SVMs),
along with deep learning approaches like CNNs and RNNs
have shown effectiveness in early abusive language detection
tasks. More recently, transformer-based architectures—such as
BERT, RoBERTa, and ALBERT [51]—have emerged as state-
of-the-art solutions due to their advanced contextual language
modeling capabilities. In multilingual settings, models like
mBERT and XLM-RoBERTa [35] have outperformed ear-
lier methods by offering robust cross-lingual generalization.
Furthermore, in multimodal contexts involving both textual
and visual elements (e.g., memes), visual-linguistic models
such as ViLBERT [35], VLP [52], and UNITER [53] have
demonstrated strong performance in detecting abusive content.
These advanced methodologies provide the foundation for
developing robust, cross-platform detection frameworks that
can effectively address the complex and multifaceted nature
of abusive language in online environments.

VII. CHALLENGES IN POLICY-AWARE ABUSIVE
LANGUAGE DETECTION

While we have discussed the advantages of policy-aware
generic abusive language detection, there are some challenges

there that require to be addressed before this framework can
be effectively adopted in online social-media platforms.

A. Contextual Limitations of Generalized Detection

Abusive language is inherently performative and highly
context-dependent [54]. For instance, reclaimed slurs may be
considered non-abusive within in-group contexts but perceived
as harmful in other settings. However, platform policies often
fail to account for such nuances, resulting in instances of over-
enforcement.

B. Platform Biases

Most online platforms operate as commercial entities driven
by financial incentives and, at times, influenced by political
considerations. Consequently, user safety and fairness may be
subordinated to corporate interests. This dynamic can lead to
selective or inconsistent enforcement of content moderation
policies, often shaped by geopolitical or economic factors. For
example, while Facebook permanently suspended former U.S.
President Donald Trump’s account following the incitement of
violence in Washington, D.C., comparable actions in less geo-
politically prominent regions, such as Afghanistan or India,
have not always elicited similar responses. Such inconsis-
tencies reveal a potentially biased approach to moderation,
undermining user trust and raising concerns about the global
fairness and applicability of abuse policies.

C. Misalignment Between Challenges and Solutions

A significant disconnect exists between the complex chal-
lenges encountered by online platforms and the research
solutions developed within the academic community. While
platforms grapple with multifaceted and dynamic forms of
abuse, academic research often addresses narrowly scoped
problems using limited or constrained datasets. This misalign-
ment hinders the practical applicability of research findings in
real-world contexts. To bridge this gap, greater transparency
and clearer communication from platform providers are cru-
cial, enabling researchers to develop solutions that are both
contextually relevant and practically impactful.

D. Lack of Harmonized Policies Across Platforms

While social platforms typically offer similar core func-
tionalities, such as content sharing and messaging, their
abuse detection policies differ significantly in both structure
and terminology. The lack of standardized definitions and
thresholds for abusive language presents a major obstacle
to developing universal detection systems. Greater alignment
through harmonized policies and a shared framework for
defining abusive behavior would facilitate the creation of
more comprehensive, interoperable, and transferable detection
solutions across platforms.

E. Multimodal Content Complexity

Contemporary online content is increasingly multimodal
integrating text, images, audio, video, emojis, and other for-
mats. This diversity presents significant challenges for abuse



detection, as harmful content may be conveyed through im-
age captions, vocal tone, visual memes, or the contextual
use of emojis. As a result, effective detection systems must
be equipped to process and interpret multiple modalities to
accurately identify and assess abusive behavior.

F. Post-Publication Filtering Instead of Pre-Publication Mod-
eration

Abusive content is typically identified only after it has been
published, by which point it may have already caused harm.
Transitioning toward pre-publication filtering where content
is screened prior to being made publicly visible, offers the
potential to curb the immediate dissemination of harmful ma-
terial. Although this approach introduces challenges related to
processing latency and freedom of expression, the implemen-
tation of an intermediate moderation layer could substantially
strengthen proactive abuse prevention mechanisms.

G. Lack of Generalized Datasets

Abusive language appears in diverse forms and is highly
context-dependent, posing significant challenges to the cre-
ation and availability of generalized datasets. Existing datasets
are often constrained to particular platforms, languages, or
categories of abuse, limiting their effectiveness for training
broadly applicable models. Additionally, the sensitive nature
of abusive content, coupled with concerns around user pri-
vacy, further restricts access to high-quality, diverse datasets
essential for comprehensive research.

While the existing research on abusibe language detec-
tion has yielded valuable contributions in terms of technical
methodologies and dataset development [22], [29], [34], a crit-
ical gap persists between these advancements and the complex,
context-sensitive nature of abuse as reflected in real-world
platform policies. Many studies remain limited by narrowly
defined abuse categories and constrained datasets, resulting in
models that often lack generalizability across platforms, lan-
guages and cultural settings [43]. This exposes a fundamental
tension between the pursuit of scalable, automated solutions
and the nuanced reality that abusive language is embedded
within social, cultural and contextual frameworks [24], [44].
This challenge is further compounded by the divergence in
platform policies, as identified in our comparative analysis
presented in section III. The lack of standardized definitions
and enforcement mechanisms complicates the portability of
detection models as well as raises ethical concerns regarding
fairness, consistency and bias in automated moderation [26],
[27]. For instance, a term deemed abusive in one cultural
context may be reclaimed or non-abusive in another, illus-
trating the limitations of applying a universal detection stan-
dard [44]. Addressing these issues requires a paradigm shift
toward context-aware models that integrate sociolinguistic
and cultural variables. Drawing insights from interdisciplinary
domains such as critical discourse analysis and sociolinguistics
[24], future research should focus on developing adaptive
frameworks that are customizable to reflect platform-specific
policies and community norms, rather than imposing rigid,

one-size-fits-all thresholds [26]. This aligns with contemporary
critiques that highlight the performative and contingent nature
of linguistic harm [24]. Further, incorporating user feedback
and leveraging community moderation mechanisms presents
a promising direction for creating dynamic systems that
evolve over time. Such participatory approaches can enhance
the transparency, fairness, and accountability of automated
moderation tools [26], [42]. By embracing this complexity
and moving beyond purely technical paradigms, the field can
foster the development of more ethical, effective and socially
responsive abusive language detection systems.

VIII. CONCLUSION

In this study, we have conducted a comprehensive in-
vestigation into the abusive language detection policies of
several major online platforms, aiming to understand both
their areas of convergence and divergence. The analysis reveals
significant variability in how platforms define, categorize and
enforce policies related to abusive language. A prototype of
policy-aware automatic abusive language detection system is
also implemented using BERT and its performance has been
evaluated. An extensive review of the literature highlighting
challenges in the area of automatic abusive language detec-
tion, specifically in relation to policy-aware abusive language
detection is carried out. One of the most intriguing research
problems in this ever-expanding field appears to be the design
and implementation of a context-aware adaptive and dynamic
abusive language detection system.
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